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Abstract—The increasing usage of large language model (LLM)-based chatbots has changed the way the users engage with digital systems in various fields, such as education, healthcare, and customer service. Nevertheless, one industry has remained a thorn in the flesh of these systems namely hallucinations as chatbots generate incorrect, obsolete or fabricated answers. This causes loss of user confidence and may have disastrous effects when implemented in high stakes settings. The given paper discusses the issue of misstatements in AI chatbot systems, their causes and dangers. It next discusses Retrieval-Augmented Generation (RAG) as an organized solution that enhances the accuracy of facts by remembering and basing responses based on credible external documents. Lastly, the paper discusses LangChain as an effective resource to use in the implementation of RAG pipelines with its modular structure and applicability to decrease hallucinations without loss of conversational fluency. Combined, these results highlight the need to integrate retrieval systems with powerful frameworks to make chatbot applications reliable and verifiable.
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In recent years, the world has seen the rapid rise of technologies utilizing large language models (LLMs). Various conversational agents, like OpenAI’s ChatGPT, Google’s Gemini, and Microsoft’s Copilot, has transformed the landscape of information gathering. More and more domains have integrated AI chatbots into their operations, from customer support [1], education [2], and healthcare [3]. Despite this, a critical flaw remains with them and that is the tendency for it to generate inaccurate, or even outright fabricated, content. These can be referred to as hallucinations. Such factual inconsistencies undermine the user’s trust in the software, which is particularly concerning in applications where factual correctness is essential.
This problem stems from the fact that LMMs are trained to generate coherent text, but lack the understanding about the underlying concept that it is generating [4]. This often results in the generated responses containing outdated knowledge, fabricated references, or statements that is not backed by evidence. Knowing this, the need for frameworks that provide models with factual information during its response generation process has risen.
In response to this, Retrieval-Augmented Generation (RAG) has emerged to address these limitations. By providing these generative models with reliable and verifiable information, RAG systems enable chatbots to base their responses on relevant documents, reducing the likelihood of hallucination and improving factual accuracy [5]. This realization then increased the need for a system that can seamlessly connect data sources, retrieval engines, and language models.
LangChain has gained traction as one of the frontrunner frameworks for integrating RAG pipelines with conversational agents. Its modular components for various tasks, like document inclusion and embedding, vector search, and question answering that is backed by factual evidence, simplifies the development of robust chatbot systems. This feature-rich system allows researchers and developers to make flexible pipelines that prevent inaccuracies in generated responses while maintaining the coherency that LLMs were trained for.
This paper aims to analyze the problem of inaccuracies in AI chatbots, examine how RAG can provide a structured solution to mitigate said issues, and demonstrate how Langchain can be used as a tool for building effective RAG-based chatbot systems.
Inaccuracies in AI Chatbots
While chatbots have been trained to be fluent in speech and versatile in its knowledge, they are also prone to hallucinate, generating inaccurate, misleading, or fabricated responses. In high-stakes domains like healthcare, law, or education, these claims can often lead to serious consequences. By understanding the nature as to why these happens lets us address the source of the problem at its root and improve the reliability of LLMs. Several studies have examined these scenarios, looking through and figuring out how reliable and factually consistent these chatbot outputs are.
A study organized the limitations of AI chatbots into six main categories. These are intelligence and understanding related limitations, accuracy and credibility related limitations, ethics and regulations related limitations, accountability, transparency, and consistency related limitations, design, coding , and training related limitations, and human, machine, and vendor related limitations. The most relevant to this study is the limitations of LLMs on accuracy and credibility, where the study listed lack of factual accuracy in information, lack of accuracy in solving mathematical questions, and hallucination / misinformation as the main limitations [6]. 
Reference [7] assessed the performance of ChatGPT and Gemini, which was then called Bard, in replicating the results of human-conducted systematic reviews pertaining to shoulder rotator cuff pathology. Observations on the models’ recall, precision, and F1-score showed low performance, with precision rates ranging from 0% to 13.4%, and recall rates from 13.4% to a model failing to retrieve any relevant papers for the study. Hallucination rates, or the rate at which the model made up imaginary studies for the systematic review, scored from 39.6% to 91.4%. The study concluded with LLMs not being recommended as the primary or exclusive tool for conducting systematic reviews, recommending that references generated by such models should undergo validation by researchers before they are utilized in their studies. This study highlights the fact that while chatbots can be an easy-to-use tool, its results should still be scrutinized for factual consistency and accuracy.
	While AI chatbots have been observed to be problematic, there have been proposed and experimented solutions that attempts to alleviate these problems in LLMs. One such study attempted multiple approaches, like collecting and analyzing feedback from users, adjusting the algorithms that govern the innerworkings of a model, and integrating direct human participation in the training process of the model [8]. It also list other possible ways to improve an LLM’s correctness. This study shines a light on the fact AI chatbots can be improved to be more useful, especially in the field of research or any domain that prioritizes factual accuracy.
Retrieval-Augmented Generation as a Solution
Retrieval-Augmented Generation has been developed to be a promising approach to attempt to address the problem of model hallucination. Compared to the early LLMs that rely on their pre-trained knowledge to formulate a response, RAG includes an information retrieval mechanism that fetches relevant information from external sources during a model’s response generation process. By basing the responses in concrete documents, RAG manages to reduce the risk of factual inaccuracies and allow for greater transparency with the inclusion of source references on the claims that the model makes. With RAG, chatbots have started to be fluent in human speech while being reliable and verifiable.
A study was done that integrated a BERT model with RAG for retrieval of literature specific to a certain disease. Specifically, a RoBERTa model was the base model for embedding generation, with a Mistral-7B language model for question answering. The retrieval component that was used was enhanced by the Amazon OpenSearch Service. This framework aims to serve as a blueprint for the development of similar systems, allowing the rapid retrieval of information for specific diseases. This study proved that the integration of RAG on chatbot applications has already allowed for LLMs to be used in niche knowledge search.
This shows that RAG is an effective means for chatbots to improve their performance. The introduction of this framework has introduced means for chatbots to be anchored in authoritative external documents, reducing hallucinations and improving trustworthiness. Without this support, LLMs have been prone to mislead or misinform users, which can degrade the trust that should be formed between chatbots applications and its users.
Langchain as a Tool to Build RAG Systems
	LangChain is an open-source model that helps simplify the creation of applications that combine large language models with external data sources. In contrast to applying LLMs directly, LangChain offers a modular architecture where developers can interoperate models with structured databases, APIs and document repositories to get more context-aware and accurate responses. Its ecosystem is based on chains, or patterns of operations, like retrieval, reasoning, and generation, and thus it is especially well adapted to building Retrieval-Augmented Generation (RAG) pipelines. LangChain helps to simplify the process of developing trustworthy AI apps, as it provides standardized memory management tools, prompt engineering solutions, and data integration tools.
LangChain is key in the framework of RAG, as it offers inbuilt document-retrieval, document-indexing and document-embedding management elements. The vector databases themselves, like Pinecone, Weaviate, or FAISS, can be connected by developers so as to be used as the retrieval backbone of grounding the responses of the grounding model in authoritative sources. The abstraction layers of LangChain enable flexible orchestration, with queries being handled by initially interpreting the query by retrievers, which determine which documents are relevant, and give it to the LLM to generate a response. This ensures that chatbots not only produce fluent outputs, but also they are backed by verifiable knowledge, which is the problem of hallucination that is evident in base LLMs.
	LangChain has become one of the most popular frameworks to develop RAG systems, especially in the healthcare, financial, and legal technology sectors, due to its flexibility. Its modularity enables researchers and practitioners to quickly develop applications, and its ecosystem, which is community-driven, offers integrations with a broad variety of tools to use in deployment and monitoring. Notably, LangChain provides transparency as developers can track the way an answer was produced and the documents used as inputs. Not only does this feature enhance system trustworthiness, it is also easier to audit the responses in critical applications. LangChain, therefore, is a viable and useful solution to operationalizing RAG by filling the gap between state-of-the-art language models and the reality of factual accuracy in the real-life AI systems.
Conclusion
The emergence of AI chatbots has brought to focus the potential and constraints of AI chatbots. Although these systems are shown to be highly fluent and flexible, it is their propensity to produce misplaced or fabricated information that reduces their efficiency in areas where such information is highly needed. This paper discussed the way Retrieval-Augmented Generation (RAG) can directly solve this problem by basing chatbot responses on authoritative and verifiable external sources, which will decrease hallucination and enhance factual accuracy. In addition, it investigated how LangChain offers a realistic framework of running the RAG systems, which offers modular retrieval, embedding, and coordinating tools to facilitate the creation of trustful applications. With the integration of the capabilities of RAG and LangChain, developers and researchers can create chatbots that do not only keep the flow of conversation but also align the information presented in them. These systems can be further developed in the future with the help of more sophisticated verification procedures, specialized knowledge bases, and conversational AI will gain more reliability in practical applications.
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